ORIE 4154: Pricing and Market Design Fall 2026
Lecture 3 — From Optimal Pricing to Learning

Lecturer: Sid Banerjee Date: September 1, 2026

3.1 Overview

In Lecture 2 we represented heterogeneous buyer values by a distribution /' and obtained the
demand curve

d(p) = n(1 = F(p)).
When F' is known, we can construct and optimize the expected-revenue curve. The new

question is what happens when the demand or reward model itself must be learned from
data.

Class began by completing some material from Lectures 1-2. These notes organize the new
learning material as one conceptual unit rather than reproducing the minute-by-minute
lecture boundary.

The main progression is

known demand — unknown demand — estimation — decision-dependent data

— greedy failure — bandits and regret

The central question is:

How close can we get to a decision maker who knows demand in advance?

The key difficulty is that the seller learns about a price only by actually charging it. Prices
earn revenue, but prices also generate information. Here and throughout, arm ¢ should be
read as the pricing action “charge p;.” Sections marked “are optional reading.

3.2 Optional: pricing with marginal cost ~

This section completes the known-demand pricing story. It is useful background, but it is not
the main new conceptual contribution of this lecture.

Suppose each sale incurs marginal cost ¢ > 0. Expected profit is
m(p) = (p — c)d(p). (3.1)
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For an interior optimum p*, the first-order condition is
d(p") + (p* = )d'(p*) = 0. (3.2)

Define the absolute price elasticity of demand

__pd(p)
W=y

Substituting into (3.2) gives the Lerner markup rule

S (3.3)

Thus the optimal percentage markup is not determined by cost alone: it depends on how
sensitive demand is to price.

3.2.1 The same condition in virtual-value form

Recall from Lecture 2 that if
d(p) = n(1 - F(p)),

then the virtual value associated with F' is

. 1— F(v)
Since
d'(p) = —nf(p),

condition (3.2) becomes

or equivalently

o(p") =c (3.4)
So three views of the same optimum are
roe_ L proop) =1 = o) —c
pr e(pr) '

This is worth remembering: the monopoly pricing rule is a marginal-revenue-equals-marginal-
cost condition written in three different coordinate systems.
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3.3 Optional: why cost-plus pricing is not a general

principle

A common heuristic is to choose a markup factor a > 0 and set

p=(1+a)c

But (3.3) says the correct markup depends on the demand curve. Two products with the
same cost can have very different optimal prices if buyers have different willingness-to-pay

distributions.

Example 3.1 (Exponential values). Suppose
V ~ Exp(}), d(p) = ne .
Then

Hence (3.4) gives

=c+ —.
P A

(3.5)

Here the optimal dollar markup is constant. This simple additive-markup rule works only
because the exponential distribution has a constant hazard rate; it is not a general cost-plus

principle.
Example 3.2 (Uniform values). Suppose
V ~ Unif|0, b], 0<c<b.

Then for 0 < p < b,

and
¢(p) =2p—"b

Thus
. b+ec
b = 5

A one-dollar increase in marginal cost increases the optimal price by only fifty cents.

The larger lesson is:
Pricing requires knowing something about demand, not just knowing cost.

That raises the question that drives the rest of the notes.
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3.4 But how do we know demand?

Suppose we have a finite menu of candidate prices

7): {plu"'7pK}-

If we knew the purchase probability at every price,
g =PV =p),
then expected revenue from price p; would be
i = Piq; (3.7)

(ignoring marginal cost for notational simplicity).

We would simply choose
1" € arg max f;.

But suppose ¢; is unknown. When customer ¢ arrives and we charge price p;, we observe
Y; = 1{customer purchases} € {0,1}

and receive revenue
Xi = piYs.

Thus, when price p; is chosen,
E[Y:] = a, E[Xy] = pi = pig;-
The seller now faces a new problem:
To estimate the revenue of a price, we must actually charge that price.

Unlike an offline statistical exercise, data collection affects current profit.

3.5 Optional: traditional demand learning "

If demand is unknown, why not estimate a demand model from historical data and then
optimize it? A parametric model makes this possible by linking behavior across prices.

For a customer with observed features x, suppose deterministic utility from buying at price p
is

v(p,xz) = 0"x — Bp,
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relative to an outside option normalized to zero. Adding independent Gumbel shocks to the
two alternatives gives the binary-logit purchase probability

exp(0'x — fp)

alp,v) = 1+ exp(6Tz — Bp) (3:8)
=o(0"x — Bp), (3.9)
where o(z) = e*/(1 + €*). Equivalently,
Q<pa {L‘) T,
log T—ap1) 0'x— Bp. (3.10)

If customer t sees price p; and features x;, and we observe
Y; = 1{customer purchases}, Y; ~ Bernoulli(q(p;, z¢)),

then estimating 6 and S from observations (xy, p;, Y;) is logistic regression. We will not
study likelihood asymptotics or numerical estimation here. The conceptual benefit is enough:
observations at one price inform demand at other prices because the prices share common
parameters.

Parametric demand learning Basic K-armed bandit

q(p) is linked across prices by common each mean p; is treated as unrelated to the
parameters others
one observation can inform several one observation directly informs only the

prices chosen arm
more structure, but possible misspecifi- less structure, but a robust abstraction
cation

Remark 3.3 (Connection to multinomial logit). Binary logit is the one-product plus
outside-option special case of multinomial logit. If products j belong to an offer set S, then

q;(S)

ey

- L+ cgev

where the 1 represents the outside option. Multinomial-logit estimation is closely related to
multinomial logistic regression. We will return to the model, its random-utility foundation,
substitution, and assortment choice later in the course.

3.6 Why online learning is different

Logistic regression tells us how to estimate demand given informative data. In pricing,
however, we choose the prices that generate those data. For example, if

q(p) = (0o — Bp),
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then repeatedly charging essentially one price may produce many observations but little
information about the slope 5. Data collection is policy-dependent:

price —» sales data — updated beliefs — future price.

This is the online-learning problem: current actions determine both current reward and what
can be learned for future decisions.

3.7 Why greedy learning can fail

The most obvious adaptive pricing rule is:
At each round, charge the price with the largest empirical mean revenue so far.

This is the greedy rule. It can get trapped by early noise.

Example 3.4 (Two arms and one unlucky observation). Consider two actions with
Bernoulli rewards:
M1 = 05, Mo = 0.6.

Suppose we try each action once, and happen to observe the realizations
T =1, z9 = 0.

Then the realized empirical means are
my =1, my = 0.

A purely greedy rule now chooses arm 1. If it never returns to arm 2, then it never gets
evidence that arm 2 is actually better.

This is not merely a bad estimate. It is a feedback loop:

| decision — data observed — future decision. |

The arm that looks poor receives little data, so our belief that it is poor may never be
corrected.
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3.7.1 Linear regret is possible

Suppose the bad initial event above causes the algorithm to play arm 1 for almost all of the
remaining 7" rounds. The per-round loss relative to the best arm is

A:/LQ—/L1201
Thus the total expected loss on that event is of order
AT =0(T).

Since the misleading initial event has nonzero probability, pure greedy can have expected
regret that grows linearly with the horizon.

The issue is fundamental: an action can look bad because it is truly bad, or because we have
not sampled it enough.

3.8 Exploration versus exploitation

This suggests two competing objectives:

e Exploit: choose the action that currently looks best.

e Explore: choose an uncertain action to learn whether it might be better.

Exploration sacrifices current expected reward for information that may improve future
decisions.

This is the basic multi-armed bandit problem.

3.9 The stochastic multi-armed bandit model

There are K arms and 7" rounds. Arm 7 has an unknown reward distribution supported on
0, 1] with mean
s
At round ¢:
1. the algorithm selects an arm [;;

2. an independent reward X; is drawn from that arm’s distribution;

3. the algorithm observes X; but not the rewards it would have obtained from the other
arms.
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A policy 7 is a rule for choosing I; from the history observed before round ¢. Thus I; may
be random and adaptive, but it cannot depend on rewards that have not yet been observed.
Write its expected cumulative reward as

R =E,

T
> .
t=1
Let
pr=maxp, o Ay =pt =g

The benchmark is a clairvoyant decision maker who knows the best arm in advance and plays
it in every round. Its expected reward is

OPT =Tu".

3.10 Regret

Economically, regret is the expected revenue lost because we did not know the best price in
advance. It charges both kinds of learning cost: revenue sacrificed while experimenting and
revenue lost after an experiment leads to a wrong choice.

Define cumulative regret by

T
Reg,(T) = OPT — R}, = Tp* — E. | Y X, (3.11)
t=1
If N;(T) denotes the number of times arm ¢ is selected in the first 7" rounds, then
T
E. | Xt] = wEL[N,(T)].
=1 i
Since >, N;(T) =T,
Reg, (T) = ) (4" — ) E«[Ni(T)] (3.12)
=D AELN(T)]. (3.13)

This decomposition turns the problem into a very concrete question:

How many times must we play each suboptimal arm before we are confident enough to stop?
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If Reg (T) = o(T), then average regret Reg, (7)/T vanishes: asymptotically, almost all
decisions are as good as if we knew the best arm from the start.

Here the horizon T' is another form of scale: more periods can supply more information. But
scale helps only if the policy actually gathers informative samples. A greedy policy may
generate an arbitrarily long history while learning nothing new about an arm it abandoned
too early.

. . *
3.11 Optional: a first fix through forced exploration
One simple solution is to reserve some rounds for exploration.

Explore-then-commit:
sample each arm n times, estimate all means, then play the empirically best arm for the
rest of the horizon.

If n is too small, we may commit to the wrong arm. If n is too large, we waste too many
rounds exploring obviously inferior arms. Balancing these effects gives a sublinear regret
guarantee, but not the logarithmic, instance-dependent behavior we would like.

The problem is that this exploration is non-adaptive: we decide in advance how much to
learn about every arm, regardless of what the data say.

3.12 Why adaptive exploration comes next

The ingredients are now in place:

1. empirical means estimate unknown rewards;
2. greedy can fail because uncertain actions may be abandoned too early;
3. regret measures the opportunity cost of learning;
4. non-adaptive exploration wastes samples on arms that are already clearly poor.
The natural question is:
Can we make uncertainty itself a reason to explore?
Lecture 4 first develops finite-sample confidence bounds for empirical means. Those bounds

quantify how uncertainty falls with the number of observations, and lead naturally to optimism
under uncertainty and the UCB algorithm.
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Recommended reading

Core / closest to this lecture.
Slivkins, Introduction to Multi-Armed Bandits, Chapter 1, Sections 1.1-1.3. Focus on
the bandit model, regret, and why exploration must accompany exploitation. Lecture 4
develops the finite-sample confidence argument.

Optional demand background.
Vohra and Krishnamurthi, Chapter 4, especially Sections 4.1-4.5 and 4.14.2, covers the
margin—volume tradeoff, elasticity-based markups, the role of cost, and the failure of
cost-plus pricing. The binary-logit section in these notes is an optional bridge from
traditional demand estimation to online learning.

Optional / deeper.
Slivkins, Chapter 2, explains through lower bounds why nearby reward distributions
cannot be distinguished without enough samples. The technical information-theoretic
proofs are not required at this point; the main message is that learning has an unavoidable
opportunity cost.
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